0 ’i°09}00) ¥ IpINY JIULINOL) 2IEMIJOS ZOS

650

SOFTWARE

Gourmet Guide &

COOKBOOK

Put Together
Your Own 6502 Programs
Using These
Time-Tested Recipes

O T EIE————— 0

— General Purpose Routines —
— Conversion Routines —

— Search and Sort Routines —

— Floating Point Routines —
— 6502 Instruction Set —

— And More —

gSCELBI Publications






6502

SOFTWARE

Gourmet Guide &

COOKBOOK

By Robert Findley

S

SCELBI Publications



Copyright © 1979
Scelbi Computer Consulting, Inc.
Elmwood, CT 06110

ALL RIGHTS RESERVED
IMPORTANT NOTICE

No part of this publication may be reproduced, transmitted, stored
in a retrieval system, or otherwise duplicated in any form or by any
means electronic, mechanical, photocopying, recording or otherwise,
without the prior express written consent of the copyright owner.

The information in this manual has been carefully reviewed, and
is believed to be entirely reliable. However, no responsibility is
assumed for inaccuracies or for the success or failure of various ap-
plications to which the information contained herein might be
applied.



Foreword

The “6502 Software Gourmet Guide & Cookbook” is written as an
instructional publication for two audiences. First, it takes the BASIC
language programmer into the realm of machine-language program-
ming on the 6502. With the large number of computers on the mar-
ket that use the 6502 as its central processor, one can find a new
challenge by going one step closer to the inner workings of the CPU.
There are many advantages to programming the 6502 at the machine-
language level. This book presents these advantages in a way that a
person with an introductory knowledge of computers will under-
stand.

Second, the book is intended for the person with a knowledge
of machine-language programming on a different CPU (i.e., 8080 or
6800) and wishes to become familiar with the 6502. The description
of the 6502 structure and instruction set, along with the numerous
applications discussed throughout the book, will quickly make an
experienced programmer proficient with the 6502.

Robert Findley

November, 1979
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Introduction

Have you tried cooking up a program lately on your 6502 microcom-
puter, and you just can’t seem to get the right mixture of instruc-
tions? Or did that math recipe your friend gave you turn out to have
too many bugs in it, and leave a sour taste in your mouth? Don’t toss
your computer in the sink and grind those bad listings up in the gar-
bage disposal. Here’s a book that will help take you from a novice
that burns the bits to a gourmet chef that can make the sweetest
APPLEcations program pie imaginable.

Before throwing together your favorite dish, a thorough know-
ledge of the basic ingredients, namely the 6502 instruction set, is
essential. Every chef that’s worth his salt knows exactly what each
ingredient will do for him. Begin creating your masterpiece by
mixing in a little of this routine and a little of that routine. Spice
up the program with a few of your own special application routines,
and before baking, add a personal touch by folding in the input/
output driver routines for the peripherals in your system. Bake
thoroughly with your assembler, and there you have it! Your pro-
gramming masterpiece, ready to feed into your computer’s memory
for hours of tasty enjoyment.

Is your taste for math routines? Or manipulating data tables and
character strings? Or maybe you wish to do some real time pro-
gramming. Or set up your system to operate the peripherals under
interrupt control. Whatever your requirements may be, there is
certain to be some ideas, techniques, and routines in this book to
aid you in programming for your specific application.

Introduction 7






Chapter 1

The 6502 Instruction Set

The instruction set of the 6502 CPU provides considerable pro-
gramming power to the machine language programmer. There are
56 basic instructions which, when all permutations are considered,
provide 151 individual instructions. These instructions use from one
to three bytes of memory depending on the function they perform.

There are several basic elements in the structure of the 6502
CPU with which the programmer must become thoroughly familiar.
These elements include the Program Counter, the Accumulator,
the two Index Registers, the Stack Pointer, Memory, and the Status
Flags. Also, an understanding of certain concepts is important. For
instance, with the 6502, input and output operations are performed
using the same instructions which access the memory. The numerous
addressing modes provide a versatility for very creative programming.
One should be knowledgeable of these elements and concepts before
attempting to write machine language programs.

The Internal Registers

The program counter is a sixteen-bit register which is used to
direct the flow of a program from one instruction to another. Since
the program counter is sixteen bits long, it can directly access in-
structions in any of the possible 64K bytes of memory. After an in-
struction is executed, the program counter is automatically incre-
mented to the next location memory from which the next instruc-
tion to be executed will be taken. This automatic increment may
be overridden if the current instruction directs the computer to a
different memory location. In this case, the program counter is
loaded with the new address, and a program execution continues
with the instruction.

The 6502 Instruction Set 9



From the software point of view, the accumulator of the
6502 is the real workhorse element. All arithmetic and Boolean
logic operations accumulate their results in this register. This eight-
bit register, designated by the letter A, is also used for intermediate
storage when transferring data from one memory location to anoth-
er. A number of instructions for shift, rotate and compare also may
be performed with the content of the accumulator. The condition
of the status flags is affected by almost every operation of the
accumulator. _

The index registers, designated as X and Y, perform three
important functions. First, as their name implies, they are used to
form pointers which index into the memory for data storage,
retrieval, manipulation and examination. The contents of the index
register are added to a base address to allow selection of a success-
ive group of memory locations. This is accomplished simply by in-
crementing the index register. Since these registers are only eight
bits wide, it may appear that the range of the index register is limited
to 256. However, as will be discussed in Chapter 2, there are pro-
gramming techniques to extend this range. Their second function is
that of an eight-bit counter register. By incrementing or decrement-
ing these registers with the appropriate instructions, they may be
used to count up, or down, keeping track of the number of occur-
rences of a specific event or, possibly the passage of time. The final
function is, as general purpose registers, to transfer data between
memory locations and between registers.

The stack pointer is an eight-bit register used to index into
page one of the memory for storing and retrieving data on the
stack. The stack is the storage area in which the 6502 CPU saves the
return addresses of subroutine calls and the pertinent data that must
be stored when an interrupt occurs. The data is stored and retrieved
from the stack in a push-pull manner. This method is discussed in

greater detail later.

External Memory Structure

The memory is the element in which the programs to be exe-
cuted are stored. It also contains data that may be used by the
programs. As mentioned earlier, the 6502 is capable of directly ad-
dressing up to 64K of memory. Each memory location consists of
eight bits which together are referred to as a byte. The memory
associated with any one individual system may vary. It may con-
sist of a combination of ROM and/or PROM memories, which con-
tain permanently stored programs or data. Or it could consist of a
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RAM memory whose contents may be altered by the computer for
storing various programs or data as needed.

The input/output structure of the 6502 allows the transfer of
data to and from the peripheral interfaces by assigning memory
addresses to the peripheral. By setting up memory locations as
the channels through which data is transferred to and from the
peripherals, it is possible to use any of the instructions that refer
to the memory for transferring the I/O data. This affords the pro-
grammer great flexibility in testing the status and controlling the
peripheral devices.

The Status Flags

In order to make decisions based on the contents of a register
or memory location, or the results of an arithmetic or logical op-
eration, the 6502 offers four status flags. They are set to one (for a
true condition), or cleared to zero (for a false condition), in accord-
ance with the results of an operation performed. Not all status flags
are affected by the execution of each instruction. Only those flags
that have relevance are affected by an instruction. These status flags
are referred to as carry (C), overflow (V), negative (N), and zero
(Z). The flag condition may be tested by several instructions. The
instructions’ operation will vary as a consequence of the flags par-
ticular status at the time it is tested.

The carry flag may be considered an extension of the eight-bit
accumulator, or a memory location, used as the operand of an in-
struction. For addition and subtraction operations, the carry is con-
sidered the ninth bit and will indicate when an addition causes an
overflow from bit seven, or a subtraction requires a borrow for bit
seven. By functioning in this manner, the carry flag becomes a neces-
sary link when performing multiple-precision operations. The carry
flag is also considered an extension of a register or memory location
in various rotate and shift operations. There are a number of instruc-
tions that set up the carry to a given condition. This function may be
necessary when executing a group of instructions that require the
carry to be set initially to a known state.

The negative flag indicates the condifion of the most signifi-
cant bit of a register or memory location following the last instruc-
tion that affects the negative flag. If the result leaves the most sig-
nificant bit set to one, the negative flag will be set to one. If the
most significant bit is zero, the negative flag also will be zero. For
example, if the contents in a memory location are added to the
contents of accumulator A, and this results in the most significant bit
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in accumulator A being set to one, the negative flag will be set to
one. Or, if a memory location is rotated once to the right, moving a
zero into the most significant bit, the negative flag will be cleared
to zero as a result of the operation.

The overflow flag provides an indication of a two’s complement
overflow as a result of an addition or subtraction. For addition, the
two’s complement overflow occurs when bit seven of both addends
is the same value and bit seven of the sum is the opposite value
(the addition of two negative numbers equaling a positive value).
For subtraction, a two’s complement overflow occurs when bit seven
of the subtrahend and minuend are opposite, and bit seven of the
result takes on the value of bit seven of the subtrahend (the sub-
traction of a negative from a positive number with a negative re-
sult).

The zero flag is set to one when the execution of an instruction
results in an all-zero value. This may occur following an arithmetic or
Boolean logic operation. It may also occur after an index register or
memory location has been incremented or decremented to zero.

Condition Flags

In addition to the status flags, there are also three condition
flags which are controlled either by execution of specific instructions
or by certain hardware functions. These flags are designated the
interrupt disable flag (I), the break flag (B) and the decimal mode
flag (D).

The interrupt disable flag is used to indicate when the maskable
interrupt input is disabled. When the flag is set to one, the maskable
interrupt input is disabled. The CPU will not respond to an inter-
rupt on this line. When this flag is cleared, an interrupt on the maska-
ble interrupt line will be acknowledged by the CPU. This flag is
set upon receipt of any one of the three interrupts. Upon returning
from the interrupt, it is restored to its initial condition at the time
the interrupt was received. It may also be set or cleared by the exe-
cution of two instructions that perform these specific functions.

The break flag is used to indicate the execution of a software
interrupt. It is set when the break instruction is executed and reset
after the status register is stored on the stack as a result of the
BREAK instruction. The status register then may be examined to
determine whether the interrupt was generated by hardware or soft-
ware. A more detailed description of the BREAK instruction and
flag will be presented later.

The decimal mode flag controls the type of arithmetic addition
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or subtraction to be performed. These two types are decimal and bi-
nary addition and subtraction. The decimal mode assumes that the
numbers to be added or subtracted are in BCD (binary coded deci-
mal) form before the operation. The result is presented in BCD
form. The binary mode assumes both values are in binary represen-
tation before and after the operation. This flag is set to one for
decimal arithmetic and cleared to zero for binary arithmatic by two
specific instructions. This flag allows one to write a single group of
subroutines to perform both decimal and binary mathematic func-
tions.

Combining All the Flags

These seven flags are arranged in an eight-bit register. The flags
are combined so that they may be stored and retrieved easily for
interrupt operations.

This register is called the STATUS register. The flags are as-
signed the following bit locations. One should note that the unused
bit (bit 5) either may be set or cleared at any time and therefore
should be ignored when working with the status register.

Status Register Bit Definition

Bit0 - Carry Flag C
Bit 1 - Zero Flag Z
Bit 2 - Interrupt Disable |
Bit 3 — Decimal Mode D
Bit4 - Break Flag B
Bit5 - Unused

Bit6 - Overflow Flag \'
Bit7 - Negative Flag N

How the Stack Operates

The stack is used to store and retrieve data in the memory lo-
cations on page one indicated by the stack pointer. The stack pointer
operates in a push-pull manner. Its operation is the same whether
the data being stored is (1) a return address from a subroutine call,
(2) the return address and status register at the time of an interrupt,
(3) the storage or retrieval of the contents of the accumulator. When
data is stored in the stack, the data byte is stored in the memory
location indicated by the stack pointer. The stack pointer then is
automatically decremented. If more than one byte is to be stored,
as in the storage of a return address, each additional byte is loaded
into the memory. The stack pointer is decremented following each
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byte storage. By automatically decrementing the stack pointer in
this manner, it is positioned to store more data or read data stored
in the stack when either a pull instruction or a return from subrou-
tine, or interrupt, is executed. The following illustrates the method
of storing the return address of a subroutine call in the stack. The
return address to be stored is location $5E on page 02.

Before Subroutine Call

Stack Memory Address Stack

Pointer of Stack Contents

S$FF $1FD $00
$1FE $00
$1FF $00

After Subroutine Call

$FD $1FD , $00
$1FE $5E
$1FF $02

By performing a return or pull instruction when data is read
from the stack, the reverse procedure is followed. That is, the stack
pointer is automatically incremented and the data byte is read from
the stack. The stack pointer is now positioned for the next stack op-
eration, whether it be to read or write data in the stack.

The Format of Interrupt Operations

The 6502 CPU has provisions for three types of interrupts. Two
interrupts are generated by hardware, the third is an interrupt
created by a software instruction. The CPU responds to each of these
interrupts by storing the return address and the status register in
the stack and setting the interrupt disable flag. The CPU then selects
the interrupt vector according to the type of interrupt received. This
interrupt vector is actually a start address for an interrupt service
routine. In most cases, this interrupt service routine begins in ROM
memory with several short instructions that fetch another address
set up in the RAM memory by the programmer. This second address
would be the start of the actual interrupt service routine written to
operate the devices associated with one’s system.

The first of the hardware interrupts is called the nonmaskable
interrupt. This interrupt, when received, will always be acknowl-

14 Chapter 1



edged by the CPU. It is often used by high speed devices that have
a very short time to transfer data. Or, it may be used by power-
loss detect circuits to allow the CPU time to shutdown critical
operations. Also, it can retain current operating status before the
power falls to inoperable levels. The nomaskable interrupt is as-
signed its own interrupt vector.

The other hardware interrupt is called the maskable interrupt.
The CPU responds to the receipt of a maskable interrupt by the
setting of the interrupt disable flag. As previously discussed, when
this flag is reset, the CPU will acknowledge a maskable .interrupt. If
this flag is set to one, the CPU will ignore this hardware interrupt.
This allows the programmer to control when the program can and
cannot respond to a maskable interrupt. This interrupt shares its
vector with the software interrupt.

A software interrupt is generated by the execution of the soft-
ware interrupt instruction. The 6502 reacts in the same fashion as
it would to a nonmaskable interrupt. However, the software inter-
rupt is not maskable by the interrupt disable flag. It will always
vector to the interrupt service routine. Since the maskable and soft-
ware interrupts share the same vector, it is necessary for the inter-
rupt service routine to examine the contents of the status register
stored in the stack to determine which type of interrupt was re-
ceived. The break flag will be set for a software interrupt.

The use of interrupts in a microcomputer system allows a pro-
gram to be performing one function while waiting for a peripheral
device to complete its operation. For example, a mailing list program
could be sorting out names of people living in a specific geographi-
cal area, while a printer device, operating under interrupt control,
prints the selected names.

There is also a RESET interrupt which is generally used to di-
rect the CPU to a start-up program. The reset is simply an overriding
interrupt that halts execution of any program currently running and
directs control to a program which may reinitialize the hardware to
a known state. A separate vector is assigned for the reset inter-
rupt.

The interrupt vectors are set up in the hardware at the highest
addressable locations of the computer (FFFA to FFFF). As dis-
cussed, these vectors direct the CPU to specific memory locations
when the respective interrupts occur. The page portion of the vector
address is in the higher address, and the low portion of the vector is
in the lower address of each vector. The vectors are arranged in
memory as follows:
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Address of Vector Type of Interrupt

FFFF,FFFE Software and maskable
FFFD,FFFC RESET
FFFB,FFFA Nonmaskable interrupt

Addressing Modes Add Variety

The 6502 instruction set makes extensive use of various AD-
RESSING modes. These different modes of addressing provide many
instructions with up to eight ways of selecting the instructions
operand. The addressing mode may refer to the location that con-
tains (or is to receive) data for the instruction execution. Or, it may
refer to the location of the next instruction to be executed. The in-
structions that use these different addressing modes require an ad-
ditional one or two bytes of memory to be properly defined by the
actual machine code.

The first byte of the instruction contains the machine code
which indicates the instruction to be executed along with the ad-
dressing mode used for that instruction. The information contained
in the additional bytes of the instruction would indicate either the
actual data to be used as the operand, the location in memory where
the data is (or will be) stored, or a relative address. These addressing
modes are referred to as immediate, zero page, zero page indexed,
absolute, absolute indexed, indexed indirect, indirect indexed and
relative.

The source listing of the instructions that use these modes is
separated into two fields. The first is called the operator field,
and contains the mnemonic for the operation to be performed.
The second field is the operand field which will indicate the ad-
dressing mode to be used for the instruction. As will be pointed out
later, when the individual instructions are presented, the machine
code for the same mnemonic will vary depending on the addressing
mode selected.

Whenever a numeric value is designated as the operand of the
source listing for an instruction, the value will be represented by
hexadecimal digits. In order to conform with the generally accepted
notation for representing hexadecimal values in the source listing,
these values will be preceded by a dollar sign ($). For example,
an instruction to load the accumulator from memory location
00A7 will appear as follows: LDA $00A7.

Immediate Addressing Mode
The immediate addressing mode selects the operand from the
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memory location following the first byte of the instruction. The in-
structions that allow the immediate mode of addressing require two
bytes. The first byte contains the machine code for the operation
to be performed and the second byte contains the immediate data
value that will be used. The listings contained in this text have the
operand preceded by a pound sign (#) whenever the immediate ad-
dressing mode is used. The following example illustrates the execu-
tion of the instruction that loads the accumulator with the imme-
diate value of ten (hexadecimal):

Before Execution
Contents of A = XX (don't care)

Instruction Executed
Source code LDA #$10  Machine code $A9 $10

After Execution
Contents of A= $10

Zero Page Addressing Mode

The zero page addressing mode selects the operand of the in-
struction from a memory location on page 00. This mode requires
one additional byte to specify the location on page 00 to be used
by the instruction. It is advantageous to use page 00 for the storage
of frequently used data. This allows one to access the specific loca-
tion on page 00 with a two-byte instruction, rather than using an
additional byte to specify the page, as in the absolute mode.

The example below illustrates the execution to store the ac-
cumulator instruction using the zero-page addressing mode. The
instruction in the example stores the contents of the accumulator
in memory location 49 (hexadecimal).

Before Execution
Contents of A = $85
Contents of memory location $0049 = XX (don‘t care)

Instruction Executed
Source code STA $49 Machine code $85 $49

After Execution
Contents of A = $85
Contents of memory location $0049 = $85

Zero-Page Indexed Addressing Mode
The zero-page indexed addressing mode is similar to the zero-
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page addressing mode in that the operand refers to a specific loca-
tion on page 00. However, the actual memory location is selected
by adding the contents of the X index register to the operand value.
The X index register thus becomes an offset from the location
indicated by the operand. One should note two points. First, the
Y index is only valid in this mode when loading or storing the
page 00. If the sum of the operand plus the index register exceeds
$FF, the overflow is ignored and the instruction loops back to
the beginning of page 00.

The following example illustrates the execution of ANDing
the accumulator with the third entry in a table which begins on
page 00, location $50.

Before Execution

Contents of A= $47

Contents of X = $02

Contents of memory location $0050 = $01
Contents of memory location $0051 = $02
Contents of memory location $0052 = $04
Contents of memory location $0053 = $08

Instruction Executed
Source code AND $50,X  Machine code $35 $50

After Execution
Contents of A = $04

Absolute Addressing Mode

The absolute addressing mode uses two additional bytes to de-
fine the address of the memory location used as the operand for
the instruction. The first of these two bytes contains the lower por-.
tion of the memory address; the second contains the page portion.
Thus, the absolute mode allows one to directly access any memory
location in the system for use as the operand of the instruction.
When instructions that allow both absolute and zero-page address-
ing modes are assembled, the distinction between the two is deter-
mined by the page number of the address. If the page number is
zero, the zero-page addressing mode should be selected. If the
page number is not zero, the absolute addressing mode must be
used.

The following example illustrates the execution of the load,
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the accumulator with the contents of a memory location using the
absolute addressing mode. The contents of memory location $0280
are loaded into the A accumulator.

Before Execution
Contents of A = XX (don't care)
Contents of memory location $0280 = $67

Instruction Executed
Source code LDA $0280  Machine code $AD $80 $02

After Execution
Contents of A = $67
Contents of memory location $0180 = $67

Absolute Indexed Addressing Mode

The absolute indexed addressing mode uses the operand ad-
dress stored in the two bytes following the machine code for the in-
struction, and adds the contents of the X or Y index register to de-
termine the actual memory location used by the instruction. The
operand is stored with the first byte containing the lower portion
of the memory address and the second byte containing the page
portion. Unlike the zero-page indexed mode, this mode will cross a
page boundary if the sum of the low portion of the operand and
the index register is greater than $FF. Note that the X and Y index
registers may be used in most instructions that allow absolute in-
dexed addressing.

The following example adds the contents of the memory lo-
cation following location $0520 to the accumulator, using the Y
index register.

Before Execution

Contents of A = $20

Contents of Y = $01

Contents of memory location $0520 = $15
Contents of memory location $0521 = $30
Contents of memory location $0522 = $45
Carry flag is reset

Instruction Executed
Source code ADC $0520,Y  Machine code $79 $20 $05
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After Execution
Contents of A = $50

Indirect Addressing Mode

The next three addressing modes utilize a common form of ad-
dressing known as indirect addressing. It uses an intermediate storage
area to store a pointer. This pointer indicates the actual memory lo-
cation used with the instruction. The operand of the instruction calls
out the location of the intermediate pointer. This indirect method of
fetching an operand allows a fixed instruction sequence to operate
on numerous memory locations by simply changing the intermediate
pointer. These modes used in the 6502 use page zero for storing the
intermediate pointer. Therefore, the indirect addressing instructions
only require two memory locations: the first to store the machine
code for the instruction, and the second to store the location on page
zero at which the pointer will be found. The pointer is stored in two
consecutive bytes with the low portion of the address stored in the
first byte and the page position stored in the second byte.

The indirect addressing mode is used by the JUMP instruction
to select the location of the next instruction to be executed. The ad-
dress stored as the pointer on page zero is moved into the program
counter and the program sequence shifts to the routine beginning
at this new address.

Indexed Indirect Addressing Mode

The indexed indirect addressing mode uses the X index register
to offset the instruction operand. The content of the index register
is added to the instruction operand. This value then is used to fetch
the pointer on page zero which is in turn used to indicate the memo-
ry location operated on by the instruction. This instruction allows
one to set up a table of pointers on page zero and, by manipulating
the X index register, the desired pointer will be selected. It should
be noted that if the sum of the operand plus the X index register is
greater than $FF, the result will wrap around to the beginning of
page zero.

The following example illustrates the operation of the in-
dexed indirect addressing mode. The accumulator is stored in a
memory location which is indexed indirectly through a pointer on
page zero.

Before Execution
Contents of A = $55
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Contents of X = $02

Contents of memory location $0080 = $24

Contents of memory location $0081 = $05

Contents of memory location $0082 = $22

Contents of memory location $0083 = $05

Contents of memory location $0522 = $XX (don’t care)
Contents of memory location $0524 = $XX (don't care)

Instruction Executed
Source code STA ($80,X)  Machine code $81 $80

After Execution

Contents of A = $55

Contents of memory location $0522 = $55

Contents of memory location $0524 = $XX {don’t care)

Indirect Indexed Addressing Mode

The indirect indexed addressing mode offsets the value of the
pointer selected from page zero by adding the Y index register to
it. The instruction operand indicates the location of the pointer on
page zero. The contents of the Y index register is added to this
pointer to select the actual memory location to be operated on.
Thus, a table of as many as 256 entries may be set up in any section
of the memory with a pointer to its lowest address stored on page
zero. By proper adjustment of the Y index register, any desired
entry in the table may be selected. This method is illustrated below.
This example loads the accumulator with the second entry of a
table beginning at location $0400.

Before Execution

Contents of A = XX

Contents of Y = $01

Contents of memory location $0090 = $00
Contents of memory location $0091 = $04
Contents of memory location $0400 = $B1
Contents of memory location $0401 = $B2
Contents of memory location $0402 = $B3

Instruction Executed
Source code LDA ($90),Y  Machine code $B1 $90

After Execution
Contents of A = $B2
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Relative Addressing Mode

The relative-addressing mode references a memory location rela-
tive to the current value of the program counter +2. The relative ad-
dressing mode is used exclusively by the branch instructions. Two
bytes are required to define the branch instruction. The first byte of
the branch instruction calls out which conditional branch is to be
executed. The second byte contains the relative displacement in
two’s complement form. Branching to a memory location is calcu-
lated by simply adding the second byte to the value of the program
counter +2. If the most significant bit is a one, the branch will be to
an address lower than the current program counter +2. A value of
zero for the most significant bit indicates a branch to a higher ad-
dress. The two’s complement notation limits the branch instructions
to a displacement of —128 to +127 locations from the value of the
program counter +2.

If the zero flag is set, the following example illustrates a branch
back to the instruction located $0E hexadecimal locations before the
branch instruction.

Before Execution
Program counter = $0270
{Location of first machine code of branch)

Instruction Executed
Source code BEQ $FQ  Machine code $F0 $F0

After Execution
Program counter = $0262

Described here are the various types of instructions available
with the 6502 CPU and will provide the mnemonic name used for
writing programs in symbolic language. The machine code for the
instruction is given as two hexadecimal digits. In cases where the
mnemonic allows more than one addressing mode, the additional
machine codes are listed, followed by an indication of the addressing
mode to which they relate. Appendix A contains a list of these
mnemonics and machine codes in alphabetical order. These mne-
monics are equivalent to those defined by MOSTEK. Information
concerning the timing for the instructions is also included.

The use of mnemonics facilitates working with an assembler
program when developing relatively large and complex programs.
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Thus, the programmer is urged to concentrate on learning the mne-
monics for the instructions, and not to memorize the machine codes.
After a program has been written using the mnemonics, the pro-
grammer can use a lookup table for conversion to machine code if
an assembler program is not available.

The following discussion of the 6502 instruction set is preceded
by the mnemonics and machine code in either two or three columns.
The first column contains the mnemonic representation of the in-
struction. The second column contains the machine code for that
mnemonic. In cases where several addressing modes are possible, the
third column indicates the addressing mode for the machine code.

The first group of instructions loads data from the accumula-
tor to the memory, and vice versa. These instructions require one
to three bytes of memory.

Load the Accumulator from Memory

LDA #DATA $A9 IMMEDIATE

LDA ADDR $A5 ZERO PAGE

LDA ADDR,X $B5 ZEROPAGE INDEXED
LDA ADDR $AD ABSOLUTE

LDA ADDR,X $BD ABSOLUTE INDEXED
LDA ADDR,Y $B9 ABSOLUTE INDEXED
LDA (ADDR, X} $A1 INDEXED INDIRECT
LDA (ADDR),Y $B1 INDIRECT INDEXED

This group of instructions loads the accumulator with the
content of the memory location indicated by the addressing mode.
For the immediate mode, the instruction requires two bytes and the
data to be loaded into the accumulator is taken from the second byte
of the instruction. For the zero-page modes, the instruction requires
two bytes, with the second byte indicating the location onpage 00
from which the data is to be taken and loaded into the accumula-
tor. The second and third bytes of the three-byte absolute mode in-
struction contain the low and page portion of the address from
which the data to be loaded is taken. The indirect modes require
two bytes. The second byte indicates the location on page zero
containing the indirect pointer. The N and Z flags are affected as a
result of these instructions. The C, I, D and V flags remain unchanged.

Store Accumulator in Memory
STA ADDR $85 ZERO PAGE
STA ADDR,X $95 ZEROPAGE INDEXED
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STA ADDR $8D ABSOLUTE

STA ADDR,X $9D ABSOLUTE INDEXED
STA ADDR)Y $99 ABSOLUTE INDEXED
STA (ADDR,X) $81 INDEXED INDIRECT
STA (ADDR),Y $91 INDIRECT INDEXED

Storing data contained in the accumulator to a memory loca-
tion is accomplished by the execution of one of these instructions.
The exact location in memory is determined by the addressing mode
used. The immediate mode is not valid for this instruction. The zero
page and indirect modes require two bytes, and the absolute modes
require three. The status flags are affected in a similar manner as
loading the accumulator from the memory instructions.

PUSH the Accumulator onto the Stack
PHA $48

This instruction stores the contents of the accumulator into
the memory location indicated by the stack pointer. After storing
the data, the stack pointer is automatically decremented to the
proper position for the next stack operation. This one-byte instruc-
tion provides a convenient method for temporarily storing the con-
tents of the accumulator without designating a specific memory
location for its storage. None of the status flags are affected.

PULL Data from the Stack into the Accumulator
PLA $68

Execution of this instruction first increments the stack pointer,
and then transfers the data in the memory location indicated by the
stack pointer to the designated accumulator. This instruction is used
in conjunction with the push instruction to retrieve data pushed onto
the stack. The status flags are not affected.

The next section contains instructions that deal with the load-
ing, storing, and manipulation of the index registers contents and
stack pointer. Proper manipulation of these registers is essential in
programming the 6502 efficiently. The number of bytes required for
this group of instructions varies from one to three.

Load the Index Registers
LDX #DATA $A2 IMMEDIATE
LDX ADDR $A6 ZERO PAGE
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LDX ADDR)Y $B6 ZEROPAGE INDEXED

LDX ADDR $AE ABSOLUTE

LDX ADDR.Y $BE ABSOLUTE INDEXED
LDY #DATA $A0 IMMEDIATE

LDY ADDR $A4 ZERO PAGE

LDY ADDR,X $B4 ZERO PAGE INDEXED
LDY ADDR $AC ABSOLUTE

LDY ADDR,X $BC ABSOLUTE INDEXED

This group of instructions load the designated index register
from the memory location defined by the respective addressing
modes. The immediate and zero page instructions require two bytes
of memory and the absolute addressing mode requires three bytes.
An index register is not used to load itself when an indexed address-
ing mode is called out. The resultant contents of the index register
affect the N and Z flags, and the C,I,D and V flags are left unchanged.

Store the Index Registers

STX ADDR $86 ZERO PAGE
STX ADDR,Y $96 ZEROPAGE INDEXED
STX ADDR $8E ABSOLUTE
STY ADDR $84 ZERO PAGE
STY ADDR,X $94 ZEROPAGE INDEXED
STY ADDR $8C ABSOLUTE

Storing the contents of the designated index register is accom-
plished by the execution of one of these instructions. The contents
of the index register remain unchanged. The zero-page addressing
modes require two bytes of memory and the absolute mode requires
three bytes. The flags are affected in the same manner as with the
load index register instructions.

Increment the Index Register
INX $ES8
INY $C8

These one byte instructions increment the designated index re-
gister by one. By using the index registers as part of a pointer, via an
indexed addressing mode, this instruction is used to advance the
pointer from one location to the next. The N and Z flags are af-
fected while the C, I, D and V flags remain unchanged.
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Decrement the Index Registers
DEX $CA
DEY $88

These instructions perform the opposite function of increment
instructions. The contents of the designated index register is decre-
mented by one. The N and Z flags reflect the result of the opera-
tion while the C, I, D and V flags are unchanged.

Transfer from Accumulator to Index Register
TAX $AA
TAY $A8

The current contents of the accumulator are transferred to the
designated index register. This is a convenient one byte instruction
for the temporary storage of the accumulator. The N and Z flags are
affected by these instructions while the C, I, D and V flags and the
contents of the accumulator remain unchanged.

Transfer from Index Register to Accumulator
TXA $8A
TYA $98

The contents of the designated index register are transferred to
the accumulator. This may be performed to allow arithmetic or logi-
cal operations on the contents of the index register which can only
be executed in the accumulator. As in the previous transfer instruc-
tions only the N and Z flags are affected by these one byte instruc-
tions.

Transfer from Stack Pointer to the X Index Register
TSX $BA

This one-byte instruction transfers the contents of the stack
pointer to the X index register. The stack pointer maintains its ini-
tial contents following the execution. By loading the X index regis-
ter with the address contained in the stack pointer, the absolute in-
dexed addressing mode instructions may be used to store data on
the stack while in a subroutine. Also, by incrementing the X index
register following this instruction, an indexed pointer is set to exam-
ine and/or change the return address of a subroutine call. The N and
Z flags are the only flags affected.
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Transfer from X Index Register to Stack Pointer
TXS $9A

This instruction transfers the contents of the X index register
into the stack pointer. This one byte instruction is used to initialize
the stack pointer at the start of a program. It may also be used to
move the stack pointer to a new location in the stack, with the in-
tent, possibly, of skipping a return address or some data stored on
the stack. None of the status flags are affected by this instruction.

These instructions listed above describe the transfer of data be-
tween internal CPU registers, and a CPU register and a memory loca-
tion. Several instructions that allow the manipulation of data within
the CPU registers have also been discussed. The 6502 provides a simi-
lar type manipulation of memory contents. These instructions util-
ize the zero page and absolute modes of addressing, and require two
or three bytes of memory.

Increment the Memory Location

INC ADDR $E6 ZERO PAGE
INC ADDR,X $F6 ZERO PAGE INDEXED
INC ADDR $EE ABSOLUTE
INC ADDR,X $FE ABSOLUTE INDEXED

The designated memory location is incremented by one. The ab-
solute addressing mode requires three bytes of memory, and the zero
page requires two. This makes it convenient to set up a memory loca-
tion as a pointer. Only the X index register is used in the indexed
form. Only the N and Z flags are affected by the execution.

Decrement the Memory Location

DEC ADDR $C6 ZERO PAGE
DEC ADDR,X $D6 ZERO PAGE INDEXED
DEC ADDR $CE ABSOLUTE
DEC ADDR,X $DE ABSOLUTE INDEXED

These instructions decrement the contents of the designated
memory location by one. The X index register is used exclusively
by the indexed form. As in the increment memory instructions, the
zero page addressing mode requires two bytes and the absolute mode
requires three bytes. The N and Z flags are conditioned to indicate
the result and the C,I,D and V flags are left unchanged.

The following group of instructions allows the programmer to
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direct the computer to perform arithmetic operations between the
accumulator and the designated memory location. Also, there is a
pair of instructions that control whether the arithmetic assumes bin-
nary or BCD digits in the accumulator and memory location. The in-
structions in this group that use the immediate, zero page and in-
direct addressing modes require two bytes, and the absolute requires
three.

Set the Decimal Mode
SED $F8H

Addition and subtraction of two bytes in a computer normally
assumes that the contents of the bytes are eight-bit binary values.
However, this instruction allows one to store the data to be added or
subtracted as BCD digits. A BCD digit is a four-bit binary number
within the range of zero to nine. The six binary values above nine
are invalid. This instruction sets the decimal mode flag. As long as
this flag remains set, the execution of the addition and subtraction
instructions assumes that the accumulator and memory location used
contain two BCD digits. The result of the arithmetic operation
leaves two BCD digits in the accumulator. This one-byte instruction
affects only the decimal mode flag.

Clear the Decimal Mode
CLD $D8

All addition and subtraction instruction executed when the
decimal mode flag is cleared assumes the data to be in binary form.
Only the decimal mode flag is affected.

Add the Contents of Memory Plus the Carry Flag
to the Accumulator

ADC #DATA $69 IMMEDIATE

ADC ADDR $65 ZERO PAGE

ADC ADDR,X $75 ZERO PAGE INDEXED
ADC ADDR $6D ABSOLUTE

ADC ADDR,X $7D ABSOLUTE INDEXED
ADC ADDR,Y $79 ABSOLUTE INDEXED
ADC (ADDR,X) $61 INDEXED INDIRECT
ADC (ADDR),Y $71 INDIRECT INDEXED

These instructions add the contents of the designated memory
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location to the accumulator. The carry flag is also added to the least
significant bit of the accumulator. The result of the addition is left
in the accumulator in the format dictated by the decimal mode flag.
The carry flag is the link between bytes when adding two multiple
precision values. The N, Z and V flags are also updated to indicate
the result of the addition. The contents of the memory location used
are not changed.

Subtract the Memory Contents and the Carry Flag
from the Accumulator

SBC #DATA $EQ IMMEDIATE

SBC ADDR $E5 ZERO PAGE

SBC ADDR, X $F5 ZERO PAGE INDEXED
SBC ADDR $ED ABSOLUTE

SBC ADDR,X $FD ABSOLUTE INDEXED
SBC ADDR,Y $F9 ABSOLUTE INDEXED
SBC {ADDR,X) $E1 INDEXED INDIRECT
SBC (ADDR),Y $F1 INDIRECT INDEXED

The contents of the memory location and the carry flag are
subtracted from the accumulator. The result of the subtraction
either in binary or BCD, is stored in the accumulator and the
carry flag will be reset if a borrow was required for the subtrac-
tion of the most significant bits. The N, Z and V flags are also af-
fected by these instructions.

There is a group of instructions that perform a subtraction op-
eration without altering the contents of any CPU registers or memo-
ry locations. However, the results of the subtraction operation are
indicated by the condition of several of the status flags. The purpose
of these instructions is to allow the program to compare the contents
of the accumulator or index register to a value in memory.

The following group of compare instructions is very powerful
and somewhat unique. They direct the computer to compare the
contents of the designated accumulator or index register against the
contents of the memory, and set the status flags as a result of the
compare operation. Essentially it is a subtraction operation, with
the value in the memory being subtracted from the value in the ac-
cumulator or index register. The value in the accumulator or index
register is not altered by the operation. However, the flags are set
in the same manner as though an actual subtraction operation had
occurred. Subsequently, by testing the status of the various flags
after a compare instruction is executed, the program can determine
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whether the compare operation resulted in a match or not. The
flags will indicate the relative magnitude of the two values with
respect to each other.

These various tests are accomplished by utilizing the conditional
branch instructions (to be described later). Unlike the SBC instruc-
tions, the carry flag is not included in the subtraction.

Compare the Contents of the Memery to the Accumulator

CMmP #DATA $C9 IMMEDIATE

CMP ADDR $C5 ZERO PAGE

cMmP ADDR,X $D5 ZERO PAGE INDEXED
cmp ADDR $cb ABSOLUTE

CMmP ADDR, X $DD ABSOLUTE INDEXED
CMP ADDR,Y $D9 ABSOLUTE INDEXED
CMP {ADDR,X) $C1 INDEXED INDIRECT
CMP (ADDR),Y $D1 INDIRECT INDEXED

This group of compare instructions compares the content of the
designated memory location to the content of the accumulator and
requires two bytes for the immediate, zero page and indirect address-
ing modes, and three bytes for the absolute mode. The C, N and Z
flags are conditioned according to the results of the subtraction
operation. The V flag is not changed.

Compare the Contents of the Memory to the Index Register

CcPX #DATA $E0 IMMEDIATE
CPX ADDR $E4 ZERO PAGE
CPX ADDR $EC ABSOLUTE
CcPY #DATA $co IMMEDIATE
CPY ADDR $C4 ZERO PAGE
CPY ADDR $cc ABSOLUTE

These instructions compare the contents of the designated
index register with the memory location. The contents of the in-
dicated memory location is subtracted from the index register. The
C, N and Z flags are affected by the result of the subtraction. How-
ever, the V flag, memory location and index register remain un-
changed. The immediate and zero-page addressing mode instructions
require two bytes and the absolute mode instructions require three.
These instructions are useful in testing for the end of a table pointed
to by the index register.

There are several groups of instructions that allow Boolean logic
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operations to be performed between the contents of locations in
the memory and the accumulator. Boolean logic operations are valua-
ble in a number of programming applications. The 6502 instruction
set allows three basic Boolean operations to be performed. These
are the logical AND, logical OR, and EXCLUSIVE OR operations.
Each type of logic operation is performed on a bit-by-bit basis be-
tween the memory location and the accumulator specified by the
instruction.

These instructions utilize four basic addressing modes to define
the memory location to be used. For this entire group, the im-
mediate, zero page and indirect mode instructions require two bytes
of memory, while the absolute mode requires three.

“AND’’ the Accumulator

AND #DATA $29 IMMEDIATE

AND ADDR $25 ZERO PAGE

AND ADDR,X $35 ZERO PAGE INDEXED
AND ADDR $2D ABSOLUTE

AND ADDR,X $3D ABSOLUTE INDEXED
AND ADDR,Y $39 ABSOLUTE INDEXED
AND (ADDR,X) $21 INDEXED INDIRECT
AND (ADDR),Y $31 INDIRECT INDEXED

When the Boolean AND instruction is executed, each bit of the
accumulator will be compared with the corresponding bit in the
memory location specified by the instruction. As each bit is com-
pared, a logic result will be placed in the accumulator. The logic
result is determined as follows: If both the bit in the accumulator
and the bit in the memory location with which the operation is
being performed are a “1,” the accumulator bit will be left as a
“1.” For other possible combinations (i.e., the accumulator bit
““0,” and the memory location bit = ‘“1,” or if the accumulator bit
= “1” and the memory contents bit = 0,”’ or if both the accumu-
lator and the memory contents have the particular bit = “0"), the
accumulator bit will be set to “0.”” An example will illustrate the
logical AND operation:

Initial State of the Accumulator: 10101010
Contents of Memory Location: 11001101
Final State of the Accumulator: 10001000

The eight logical AND instructions perform this type of logic
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operation between the accumulator and memory location, the result
of the operation is stored in the accumulator. The N and Z flags
are affected by the results of the logical AND operation. C and V
flags are not affected.

Logical “OR" the Accumulator

ORA #DATA $09 IMMEDIATE

ORA ADDR $05 ZERO PAGE

ORA ADDR,X $15 ZERO PAGE INDEXED
ORA ADDR $0D ABSOLUTE

ORA ADDR,X $1D ABSOLUTE INDEXED
ORA ADDR.,Y $19 ABSOLUTE INDEXED
ORA (ADDR,X) $01 INDEXED INDIRECT
ORA (ADDR),Y $1 INDIRECT INDEXED

This group of Boolean logic ipstructions direct the computer
to perform the logical OR operation on a bit-by-bit basis with the
designated accumulator and contents of the memory location. The
logical OR operation will result in the accumulator having a bit set
to “1” if either the bit in the accumulator, or the corresponding bit
in the memory location is a ““1.”’ Since the case where both the
accumulator bit and the operand bit is a ‘“1”’ also satisfies the rela-
tionship, that condition will also result in the accumulator bit being
a “1.” If neither accumulator nor' memory location has a ‘1’ in the
bit position, the accumulator bit remains ‘‘0.”” An example illustrates
the results of the logical OR operation:

Initial State of the Accumulator: 10101010
Contents of the Operand Register: 11001101
Final State of the Accumulator: 11101111

The logical OR instructions listed here perform this operation
between the accumulator and memory location. The execution of
these instructions leaves the result in the accumulator. The effect on
the status flags is the same as for the logical AND instructions.

Logical “EXCLUSIVE QOR" the Accumulator

EOR #DATA $49 IMMEDIATE

EOR ADDR $45 ZERO PAGE

EOR ADDR,X $55 ZERO PAGE INDEXED
EOR ADDR $4D ABSOLUTE

EOR ADDR.,X $5D ABSOLUTE INDEXED
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EOR ADDR,Y $59 ABSOLUTE INDEXED
EOR {ADDR,X) $41 INDEXED INDIRECT
EOR (ADDR),Y $51 INDIRECT INDEXED

This group of Boolean logic instructions is a variation of the
logic OR. The variation is termed the logical EXCLUSIVE OR.
The EXCLUSIVE OR operation is similar to the OR, except that
when the corresponding bits in both accumulator and the operand
register are a ““1,”” the accumulator bit will be set to “0.” Thus, the
accumulator bit will be a ““1”’ after the operation only if one of the
registers has a “1” in the bit position. An example provides clari-
fication:

Initial State of the Accumulator: 101‘01010
Contents of the Operand Register: 11001101
Final State of the Accumulator: 01100111

These logical EXCLUSIVE OR instructions, similar to those for
the AND and OR, perform the operation between the accumulator
and memory location with the results being stored in the accumu-
lator. The status flags are also affected, or not affected, in the same
manner as the logical AND instructions.

BIT Test Memory with the Accumulator
BIT ADDR $24 ZERO PAGE
BIT ADDR $2C ABSOLUTE

The BIT test instruction tests one or more bits in a memory
location without altering the contents of the memory location. This
is accomplished by performing a logic AND between the accumulator
and the memory location. Although neither alter their contents, the
Z flag will indicate whether one or more common bit positions con-
tain a ““1.” Testing for the condition of a particular bit is done by
loading the accumulator with zeros in all bits except the one to be
tested. This bit is loaded with a one. Executing BIT would set the
Z flag to one if the bit in memory is zero, or clear the Z flag if it
is one. The condition of bit 7 and bit 6 of the memory location is
loaded directly into flags N and V respectively. This is done indepen-
dently of the logic AND operation. Thus, one may test these two bits
with the BIT instructions, without initializing the accumulator. The
C flag is not affected. The zero page addressing mode requires two
bytes to define the operation and the absolute mode requires three.
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The 6502 has a group of instructions that allow the programmer
to condition several of the status flags individually. The status re-
gister also may be stored and retrieved from the stack. All of the in-
structions in this group require only one byte of memory. The in-
structions that refer to an individual flag affect only that flag. All
other status flags remain in their initial condition.

Set the Carry Flag
SEC $38

This instruction sets the carry flag to a value of *“1,”” and the
“clear the carry” instruction presented next, provides a convenient
method for conditioning the carry flag before an arithmetic or rotate
instruction.

Clear the Carry Flag |
CLC $18

This instruction clears the carry flag by loading a ““0.”’

Set the Interrupt Flag
SEI $78

The interrupt flag is set to a ““1” by this execution. It may be
considered a disable interrupt instruction since the interrupt flag
disables the CPU from accepting maskable interrupts while it is set
toa “1.”

Clear the Interrupt Flag
CLI $58

This instruction clears the interrupt flag to a ““0’’ condition.
Clearing the interrupt flag allows the CPU to accept interrupts from
the maskable interrupt line.

Interrupt flag instructions provide the programmer with a
means of control when the computer may accept interrupts on the
maskable interrupt line. The function of these two instructions is
performed automatically when an interrupt is received. The com-
puter automatically sets the I flag. Then, upon execution of the ‘re-
turn-from-interrupt” instruction (to be presented later), the I flag
is returned to its initial state. Also, there may be times in a program
when an operation to be performed affects data critical to the exe-
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cution of the interrupt service routine. Before performing this opera-
tion, the interrupt flag should be set so that a maskable interrupt will
not be accepted while the data is being changed. Once the program
has completed this operation, the flag may be cleared to allow in-
terrupts to be received.

Clear the Overflow Flag
CLV $B8

This instruction clears the two’s complement overflow flag to
a “0” and is useful in performing signed binary arithmetic opera-
tions.

PUSH Status Register onto Stack
PHP $08

Occasionally, it is desired to save the current status flag settings.
For example, a routine may determine that a value is negative. How-
ever, this information is not required by the program until other
parameters are tested. This one-byte instruction may be used to store
the status register on the stack. Then, when the program is ready to
make a decision based on the sign of the aforementioned value, the
status can be retrieved from the stack by the pull status instruc-
tion. Pushing the status register onto the stack stores the status in
the location indicated by the stack pointer at the time of execution.
Then the stack pointer is decremented. The contents of the status
register is not affected.

PULL Status Register from Stack
PLP $28

This one byte instruction causes the stack pointer to be in-
cremented and the data on the stack at this location to be loaded
into the status register. This is one method of restoring the status
to a previously determined condition. The PHP and PLP instruc-
tions are also a convenient method of storing and restoring the
decimal mode flag when calling an arithmetic routine that may
change its setting.

It is often desirable to be able to shift the contents of an ac-
cumulator or memory location either right or left. In a fixed length
register, a simple shift operation would result in some information
being shifted right out of the register! Therefore, instead of losing
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this information, the carry flag is used as an extension of the
accumulator or memory location. The carry will ‘“‘catch” the bit
being shifted out of either the LSB for a shift to the right, or the
MSB for a shift to the left.

When performing these shift operations, the condition of the bit
being shifted into the register must also be considered. Depending
on the application of the shifting operation, it may be desired to
shift a zero, or to shift the initial contents of the carry flag, into
this bit. The shifting operation that shifts the carry around to the
opposite end of the register is termed a ‘rotate’ operation. The
initial contents of the entire register and the carry are never lost.
it is shifted out one end into the carry, and from the carry back into
the other end of the register.

The 6502 CPU provides four various shifting and rotating op-
erations that may use either the accumulator or a memory location
as the register to be shifted. A description of the shift and rotate
operations available are presented here. Those designating an ac-
cumulator require one byte, those using the zero page addressing
mode require two bytes, and those indicating the absolute address-
ing mode require three bytes. Only the X index register is valid for
the indexed addressing modes.

Arithmetic Shift Left
ASL A $0A
ASL ADDR $06 ZERO PAGE
ASL ADDR,X $16 ZERO PAGE INDEXED
ASL ADDR $0E ABSOLUTE
ASL ADDR,X $1E ABSOLUTE INDEXED

The arithmetic shift left operation shifts either the designated
accumulator or memory location to the left one bit. The MSB is
shifted into the carry and a zero is shifted into the LSB. This op-
eration multiplies the initial contents of the register by two. For
multiple precision operations, this instruction may be used to shift
the least significant byte, and the successive bytes may be shift-
ed by using the rotate left instruction, to be described shortly.
By starting with this instruction, initially it is not necessary to
clear the carry flag. The C, N and Z flags are affected by this op-
eration. The V flag is not.

Logical Shift Right
LSR A $4A
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LSR ADDR $46 ZERO PAGE

LSR ADDR.,X $56 ZERO PAGE INDEXED
LSR ADDR $4E ABSOLUTE
LSR ADDR,X $5E ABSOLUTE INDEXED

The logical shift right instruction shifts the designated register
to the right one bit. Bit zero is loaded into the carry flag, and bit
seven is loaded with a zero. This instruction is used to divide the
contents of the register by two when the MSB is assumed to be
part of the value and not the sign of the value. The C, N and Z
flags are affected by the result of this operation but the V flag is
not.

Rotate Left

ROL A $2A

ROL ADDR $26 ZERO PAGE

ROL ADDR,X $36 ZERO PAGE INDEXED
ROL ADDR $2E ABSOLUTE

ROL ADDR,X $3E ABSOLUTE INDEXED

The designated accumulator or memory location is rotated one
bit to the left by the execution of this instruction. The MSB is ro-
tated into the carry, and the initial content of the carry is rotated
into the LSB. Since this instruction forms a closed loop, it does not
lose the contents of any of the bits. It may, therefore, be used to
calculate the parity of the value in the register by rotating each bit
into the carry and adding up the number of ones contained in the
register. Rotating a multiple precision value to the left may be ac-
complished by initially clearing the carry and then, beginning with
the least significant byte, rotating each byte once to the left. In
doing so, it is essential that the instructions in between each rotate
do not affect the carry flag. The status flags are affected in the same
manner as with the arithmetic shift left.

Rotate Right

ROR A $6A

ROR ADDR $66 ZERO PAGE

ROR ADDR,X $76 ZERO PAGE INDEXED
ROR ADDR $6E ABSOLUTE

ROR ADDR,X $7E ABSOLUTE INDEXED

The rotate right instruction rotates the designated accumulator
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or memory location once to the right with the LSB rotated into the
carry, and the initial contents of the carry rotated into the MSB.
The parity of the register contents also may be checked by a series
of rotate right instructions. Dividing a multiple precision value by
two may be accomplished initially by clearing the carry and then,
beginning with the most significant byte and working down to the
least significant byte, each byte of the multiple precision value is
rotated once to the right. Here again, the instructions in between
rotate instructions must not affect the carry. The status flags are
affected in the same manner as with the arithmetic shift left in-
struction.

The No Operation Instruction
NOP $EA

The no operation, or NOP, instruction directs the computer to
consume time by executing a machine cycle that effectively does
nothing except advance the program counter to the next memory
address. None of the CPU registers are affected by the operation.
The instruction is useful for creating time delays, or as a filler if
patches to a program are required (or anticipated).

The instructions discussed so far have been direct action ones.
The programmer arranged a sequence of these instructions in memo-
ry. When the program is started, the computer proceeds to execute
the instructions in the order in which they are encountered. The
computer automatically reads the contents of the memory loca-
tion and executes the instruction it finds there. Then it automati-
cally increments a special address register called a “program count-
er” to the next sequential memory location. Often it is desirable to
perform a series of instructions located in one section of the memory
and then skip over a group of memory locations to start executing
instructions in another section. This action can be accomplished by
a group of instructions that will cause the CPU to jump to a new
section of the memory and continue executing instructions se-
quentially from the new memory location.

There are a series of conditional branch instructions available
in this computer that add considerable power to the machine’s capa-
bilities. The computer can be directed to test the status of a par-
ticular flag. If the status of the flag is the desired one, a branch will
be performed. If it is not, the computer will continue to execute
the next instruction in the current sequence. This capability provides
a means for the computer to make decisions, and to modify its op-
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eration as a function of flag status.

All of the branch instructions use the relative addressing mode
to define the memory location from which the next instruction to
be executed is to be taken. This mode of addressing requires two
bytes of memory to properly define the instruction. The first byte
contains the machine code for the type of branch instruction to be
executed. The second byte contains the relative displacement, in
two’s complement form, from the memory location following the
second byte of the branch instruction. Refer to the beginning of this
chapter to review the relative addressing mode if necessary. These
branch instructions do not affect any of the status flags.

The following is a list of branch instructions. Each tests a sin-
gle flag to determine whether to branch, or to fall through to the
next sequential instruction. The first column contains the mnemonic
representation for the instruction, the second column contains the
machine code for the first byte of the instruction, and the final
column indicates the flag tested and the condition that would cause
the instruction to branch.

BCC RELA $90 Cc=0

BCS RELA $BO Cc=1

BNE RELA $DO Z2=0

BEQ RELA $FO Z=1

BPL RELA $10 N=0

BMI RELA $30 N=1

BVC RELA $50 V=0

BVS RELA $70 V=1

The Jump Instruction

JMP ADDR $4C ABSOLUTE
JVIP (ADDR) $6C INDIRECT

The jump instruction always results in the computer going to
the designated address rather than fetching the next instruction
from the current sequence. However, the jump instruction is not
limited to an area in the memory relative to its current location.
Using either of the addressing modes indicated, the jump instruc-
tion can direct the computer to any location throughout its memo-
ry. For the three-byte absolute addressing mode instruction, the
second byte contains the low portion, and the third byte contains
the page portion of the address to which the computer is to jump.
For the indirect mode, the operand points to the location where the
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actual address to jump may be found. The indirect pointer points
to the low portion of the address and the next successive memory
location contains the page portion. These jump instructions do not
affect any of the status flags.

Quite often, when a programmer is developing computer pro-
grams, he will find that a particular algorithm can be used many
times in different parts of the program. Rather than entering the
same sequence of instructions at different locations in the memo-
ry (which would not only consume the time of the programmer but
would also result in a lot of memory being used to perform the
same function), it is desirable to be able to put an often used se-
quence of commands in one section of the memory. Then, when-
ever this particular algorithm is required, it would be convenient
to jump to the section that contained it and perform the sequence
of instructions, before returning to the main part of the program.
This is a standard practice in computer operations. The algorithm
can be designated as a subroutine. A special instruction allows the
programmer to call a subroutine. A second type of instruction is
used to terminate the sequence of instructions. This special termi-
nator will cause the program operation to revert back to the next
sequential location in the memory.

When a jump-to-subroutine instruction is executed, the CPU
will save the address of the last byte of the instruction call by storing
it in the stack. The address in the program counter is advanced to
the last byte of the subroutine call instruction. The low portion of
this address then is stored in the stack indicated by the stack pointer.
The stack pointer is decremented by one, and the page portion of the
address is stored in the stack. Finally, the stack pointer is then de-
cremented once more to position it for the next operation.

The return instruction that terminates a subroutine requires
only one byte. When the CPU encounters a return instruction, it
causes the address stored in the stack to be pulled off into the
program counter. The program counter is then incremented and the
instruction following the jump to subroutine is executed. The low
and then page portions of the address are each pulled from the stack
in the same manner that a value is pulled from the stack and loaded
into an accumulator.

Jump to Subroutine
JSR ADDR $20 ABSOLUTE

This three-byte instruction directs program execution to the
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address indicated by the operand. The second byte contains the low
portion and the third byte contains the page portion of the subrou-
tine’s start address. This instruction does not affect the status flags.

Return from Subroutine
RTS $60

This one byte instruction returns program execution from a subrou-
tine to the calling program. The return address is pulled from the
stack and loaded into the program counter. The program counter is
then incremented and the next instruction in the initial program se-
quence is executed. Since no status flags are affected by the return,
the result of the subroutine’s operation may be passed to the calling
program through the flags.

This final group of instructions deals with the software por-
tion of interrupt operations. These instructions, along with the in-
terrupt flag set and clear instructions presented previously, provide
the 6502 with the necessary software capability to operate under
interrupt control.

Break — a Software Interrupt
BRK $00

Execution of this one-byte instruction causes the 6502 to re-
spond in a manner similar to the receipt of a hardware interrupt.
The address of the BRK instruction plus two is pushed into the
stack, followed by the status register. The break flag, bit four of the
status register, will be set when it is stored as an indication to the
interrupt handler that the interrupt is software generated. The pro-
gram counter then is loaded with the interrupt vector at locations
$FFFF and $FFFE. This vector is the start address of the maskable
interrupt routine. At this time, any hardware interrupts that occur
on the maskable interrupt line will be ignored since the interrupt
disable flag is also set by this instruction.

Return from Interrupt
RTI $40

This one-byte instruction is used at the completion of an in-
terrupt service routine to automatically restore the flags in the status
register to their initial values at the time the interrupt was received.
The return address is then pulled from the stack. Execution of the
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program resumes at the instruction following the last one executed
before the interrupt.

Information on Instruction Execution Times

When programming for real-time applications, it is important
to know how much time each instruction requires for execution.
With this information, the programmer can develop timing loops or
determine with substantial accuracy how much time it takes to
perform a particular series of instructions. This information is im-
portant when dealing with programs that control the operation of
external devices which require events to occur at specific times.
Along with the list of mnemonics and machine codes, Appendix A
provides the nominal instruction execution time for each instruc-
tion used in a 6502 system. The table shows the number of cycle
states required by the instruction. Since the nominal cycle time
for a 6502 microcomputer is one microsecond, the number of cycle
states translates directly into the execution time for each instruc-
tion. In some cases, however, the cycle time of a 65602 system may
be slowed down to allow the use of slower memory. To calculate
the execution time of an instruction, multiply the number of cycle
states for the instruction by the time required for one cycle. Knowing
the exact time required by the CPU to execute each instruction
allows algorithms to have specific events occur at precisely timed
intervals. This concept is discussed in greater detail in Chapter Three
on programmed time delays.
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Chapter 2

6502 Programming
Techniques

Creativity in programming is what makes the difference between
so-so programmers and efficient programmers. Proper selection of
the instructions available to perform a given task can be of substan-
tial importance. When memory size and execution times are critical,
the technique used must be concise and free of extraneous opera-
tions.

The flexibility inherent in the 6502 instruction set allows one
to become extremely creative. The structure of the 6502 instruc-
tion set provides a variety of techniques to accomplish a given task.
Different methods for storing and retrieving data, altering instruc-
tion execution sequences and controlling various other functions
of the CPU are among its many attributes. Proper selection and
utilization of these techniques can shorten both memory require-
ments and execution time for a given program.

If Page Zero Were Only Bigger!

Although the 6502 is capable of directly addressing 64K of
memory, the instruction set places special significance on the lowest
256 bytes. This portion of the memory is referred to as page zero.
The reason for the significance of using page zero is the presence of
the zero page addressing mode.

The zero-page addressing mode allows one to directly reference
a location on page zero. This is accomplished by specifying only the
eight least significant bits of the address, rather than an entire six-
teen-bit address. The importance of this addressing mode is that
only one byte is required to specify the memory address rather than
two bytes as in the absolute mode. For example, an instruction to
store the accumulator contents in location $10 on page 00 requires
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only two bytes. One byte is used to indicate a store-A-zero-page
instruction (machine code $85), and the second byte to indicate
the page zero location where data is to be stored ($10). If the same
data were to be stored in location $10 on page $02, the absolute
mode version of the STA instruction would be required. This ab-
solute mode instruction would use three memory locations: One
location for the machine code ($8D) and two more to designate
the address ($10 and $02). This one byte difference between the two
modes may not appear to be a significant savings, however it does
add up as the length of the program increases.

Often, programs are written which require a large amount of
data storage. Pointers, counters and data buffers are typical of such
information used by a program. Data storage location can be an
important factor in program efficiency. The short one- or two-byte
data values should be stored on page zero. Also, the data which is
most frequently referenced should have priority over the temporary
data which may be called out only a few times. Long strings of data
are effectively referenced by storing a base pointer on page zero and
using one of the indirect addressing modes to access it. One must
be careful in the use of page zero to minimize memory requirements.

Storing data in the stack can help ease the burden on page
zero. Occasionally a single byte of data is generated at one point in
a routine, but not needed until several intermediate steps are exe-
cuted. A location on page zero could be set up to hold this data.
Or, one could push this data onto the stack by using the PHA in-
struction. Thus, the stack would provide a temporary holding register
for the data. When the routine is ready, the stored data may be
pulled from the stack by the PLA instruction. In this way, the
necessity of using page zero for temporary data storage is alleviated.

A word of caution: Don’t try to push data onto the stack be-
fore calling a subroutine which is to use it. When the subroutine at-
tempts to pull the data, it will end up with the low portion of its
return address, rather than the data it is expecting. Remember, the
subroutine call is going to push the return address onto the stack,
displacing the stack pointer. Data that is used by a subroutine
should be referenced by an address or pointer, not by pushing it
onto the stack.

Using the Indirect Pointers

Another attribute of page zero is storing the pointers for the
indirect indexed addressing modes. The indirect indexed addressing
mode is of significant importance because it provides the program-
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mer with a convenient means of sequentially selecting memory lo-
cations. Using the indirect indexed mode, sequential locations from
several different areas of the memory are easily indicated. A program
for transferring data from one table to another, or for comparing two
storage areas would be ideal candidates for using this addressing
mode. The proper manipulation of these indirect pointers is essential
if full advantage of this addressing mode is desired.

Outputting data from a section of the memory to an output
device is one common use for the indirect indexed addressing mode.
Editor and assembler programs use it to transmit text and source
data from one buffer to another. The following sample routine il-
lustrates the basic structure of these routines.

In this routine, the pointer is stored on page zero. FMPNT is
the pointer to the area from which data is to be output. CRTDSP
is the address of the video display device which will receive the
transmitted data. The Y index register is initialized to zero. After
each byte is transmitted, the Y index register is incremented. If, as
a result of incrementing, the Y index register becomes zero, the up-
per half of FMPNT is incremented. Incrementing in this fashion al-
lows more than 256 bytes to be transmitted at one time. This routine
also tests the data transmitted to indicate the end of the buffer. A
zero byte in the buffer is used to signify the end. When it is encoun-
tered, the routine returns to the calling program.

*=$0000
FMPNT *=*42 From pointer storage
*=$0200
TBLOUT LDA (FMPNT),Y Read character from table
BEQ ZCHAR Zero byte indicates end of buffer
STA CRTDSP Output to CRT display
INY Advance index pointer

BNE TBLOUT Not zero, continue output
INC FMPNT+1 Advance base pointer by 256
BNE TBLOUT Continue output

ZCHAR RTS Last character output, return

A Conditional Branch Can Save Memory
One very useful programming trick is indicated in this routine.
Following the INC FMPNT+] instruction, the program jumps back

to the beginning by using the two-byte BNE TBLOUT instruction.
FMPNT+1 is the page portion of the pointer. In 95 percent of the
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6502-based computers, the last RAM location never exceeds $DFFF.
It is safe to assume that incrementing FMPNT+1 will not cause it
to go to zero. Thus, the two-byte BNE saves one memory location
over the three-byte JMP instruction. One should also watch for
places where a conditional branch is followed by a jump instruc-
tion. In these situations, the branch instruction for the opposite
condition of the first branch may be used in place of the jump in-
struction.

Counting Characters and Events

The TBLOUT routine was terminated when a specific code,
namely $00, was encountered in the data being transmitted. Another
method of detecting when the program has completed its operation
is to set up a register or memory location as a countdown register.
This register would initially contain a binary count of the number of
times the program loop is to be executed. Then, for each pass through
the loop, the countdown register would be decremented and checked
for a value of zero. If the register did not go to zero, the loop would
be continued. When the register reaches zero, the program would
jump out of the loop. The following program listing performs an
operation similar to TBLOUT. However, rather than check for a ter-
minating zero byte, the program uses the X index register as a count-
down register. Before calling this routine, the X index register must
be set to the number of bytes to be transmitted. FMPNT and Y are
initialized as before.

*=$0000

FMPNT *=*42 Indirect pointer
*=$0200

MESSAG LDA (FMPNT),Y  Fetch character to output
STA CRTDSP Display on CRT
INY Advance buffer pointer
DEX Decrement character count
BNE MESSAG Count = zero? No, continue
RTS Yes, output complete

It is often desired to have a computer count the number of
times a specific operation is performed. The counter may perform
this function. It may also indicate the number of characters received
from an input device. There are several ways a counter may be set
up. One is to designate one of the index registers as the counter re-
gister, and each time a count is to be made, the INX or INY instruc-
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tion may be executed. Since the index registers are eight-bits long,
they may be used to indicate a count from 0 to 255.

To set up an index register as a counter, one would load the de-
signated register with zeros and insert the proper increment instruc-
tion at the location within the program where the count is to be
made. When the process is complete, the designated index register
will contain a binary count of the number of times the operation
occurred.

The accumulator and index register are generally required to
perform other operations while a counter is to be maintained. One
or more memory locations may be designated as the counter storage
area. If the count is expected to exceed 255, several memory loca-
tions would have to be used for the counter. For a single memory
location, an increment instruction would be inserted in the instruc-
tion sequence where the count is to be made. When two or more
memory locations are to be used for the counter, a series of instruc-
tions would be needed to increment the counter. The instruction se-
quence is to increment the memory location containing the least
significant portion of the count and check its contents for a value
of zero. If the least significant portion went to zero as a result of the
increment, the next memory location would also be incremented.
If a third byte of memory is used as part of the counter, its con-
tents would be incremented whenever incrementing the second byte
resulted in the second byte going to zero. A sample program listing
for incrementing a triple precision counter is presented here. The
memory locations used for the counter are designated CNTRI,
CNTR2 and CNTR3.

COUNTR INC CNTR1 Increment the LSByte of the counter

'BNE OVER = zero? No, skip other incr instruction
INC CNTR2  Yes, increment second byte of counter
BNE OVER = zero? No, skip next instruction
{NC CNTR3 Yes, incr the MSByte of the counter
OVER . Continue processing
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Chapter 3

General Purpose
Routines

Whenever one writes a program, there are usually several basic
operations that occur over and over. These operations may be exe-
cuted for completely unrelated tasks. However, the instruction se-
quence may be the same. For example, rotating a group of memory
locations to the left can be used to multiply a binary number by two
or to properly position a BCD number. Such frequently encountered
instruction sequences are often set up as subroutines.

Subroutines usually fall into two classifications. General pur-
pose subroutines are written to perform a specific function for a
variety of applications. This is accomplished by defining how certain
registers and memory locations are to be initialized before calling
the subroutine. In the rotate subroutine, the X index register might
be pointing to the first location to be rotated and the Y index re-
gister could be used as a counter for the number of locations af-
fected. Thus, any number of memory locations can be rotated by
proper selection of X and Y, before calling the rotate subroutine.
This class of subroutines is placed in a library of subroutines so a
programmer does not have to continually ‘reinvent the wheel.”

The second class of subroutine is that which performs an in-
struction sequence unique to a given program. As one writes a pro-
gram, an algorithm may occur two or more times throughout the
program. This algorithm may be essential to the program it is written
for, but may have no meaning to any other one. Such an algorithm
might execute an unusual calculation or generate an output to an
uncommon peripheral device. It is important to recognize these al-
gorithms when they occur and form subroutines from them. This
will aid in conserving memory usage. Added time savings occur by
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shortening the assembly and debugging time, since the subroutine
is assembled and debugged only once.

A number of subroutines come under the general purpose classi-
fication. Although these routines are presented as subroutines, they
may be revised to be used in line with a given instruction sequence.
This can help save memory space if the routine is called upon only
once. The necessary revision is accomplished by either deleting the
return instruction or replacing it with a jump instruction.

The subroutines presented in this chapter make use of several
addressing modes. Each one has a function which may make it more
efficient to use than another. Some apply better when short strings
of data are being manipulated. Others lend more readily to opera-
tions involving long banks of data, possibly extending over numerous
pages in the memory. The addressing mode used in each subroutine
is the most efficient in memory usage and execution time for the
description presented. There are other alternatives, however, depend-
ing on the applications.

Clearing a Section of Memory

When setting up a program for entering data or storing the
results of a calculation, it is often desirable to clear the memory
locations to be used for storage. This operation is achieved by filling
the memory locations with zeros. One way to do this is to store zero
in the accumulator and perform a series of STA ADDR instructions
in which the ADDR designates each memory location to be cleared.
This method is fine if the area to be cleared consists of only two or
three memory locations, and the clearing operation is required in
only one or two differerent portions of the program. However, if
a lengthy table area must be cleared, such as an input buffer (which
may store 72 characters or more for a single line of input), this
would be highly impractical. It would use more memory locations
than necessary, even for short tables to be cleared by different
routines throughout a program.

An alternative subroutine which, when called, will clear as many
locations in a table area as defined by the calling program. The rou-
tine listed below will fill up to 256 memory locations with zeros.
The calling routine must store the lowest address of the table in
TOPNT on page zero. Also, the X index register must contain the bi-
nary count of the number of locations to be cleared. CLRMEM is
the start of the subroutine. The accumulator and the X index re-
gister will be equal to zero upon returning.

TOPNT is a successive pair of memory locations set up on page
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zero. It will be used as storage for a temporary pointer. The low por-
tion of the address stored in TOPNT is stored in the lower addressed
byte and the page portion is stored in the next higher byte.

CLRMEM LDA #$00 Set up zero value
TAY Initialize index pointer
CLRM1 STA (TOPNT),Y Clear memory location
INY Advance index pointer
DEX Decrement counter
BNE CLRM1 Not zero, continue clearing
RTS Return

Transferring a Section of Memory

Programs of varying applications often have a similar require-
ment: the transfer of information from one section of memory to
another. For example, an editor program may transfer data from the
input buffer to the main text buffer. A calculator may transfer a
multiple precision value from a storage area to a working area in the
memory. The programming to perform this function is basically the
same in either case. The start address for the section of memory to
be transferred and the section of memory to receive the data, are set
up. Either the count for the number of memory locations to be
transferred, or the address of the last location to be transferred must
be indicated.

The first transfer routine is limited to 256 bytes of memory.
This is useful for moving data values from a storage area to a working
buffer and vice versa. The initial pointers are set up in FMPNT and
TOPNT. FMPNT is a two-byte pointer on page zero, similar to
TOPNT, which must point to the table from which data is to be
transferred. TOPNT must be set to the destination storage area.
Index register X is set to the number of bytes to be moved. The Y
index register is initialized by the routine to zero and is used as the
index pointer to both memory areas.

MOVIND LDY #$00 Initialize the index pointer
MOVIN1 LDA (FMPNT),Y  Fetch byte to transfer
STA (TOPNT),Y  Store byte in new location
INY Advance index pointer
DEX Decrement byte counter
BNE MOVIN1 Not zero, continue
RTS Return
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The next transfer routine compares the contents of the pair
of memory locations labeled ADDCHK with the FROM pointer to
determine when the last location has been moved. This method is
applicable when the last location is always known, or constant, and
the byte count is variable. When this subroutine is called, ADDCHK
must be set to the last location of the section to be transferred.
FMPNT and TOPNT should indicate the starting addresses of their
respective areas of memory. The X and Y index registers are set to

Zero.

After each byte is transferred, FMPNT is compared to

ADDCHK. When they are equal, the transfer is complete.

MOVEAD LDA (FMPNT,X) Fetch data to transfer
STA (TOPNT),Y Store data in new location
LDA FMPNT Fetch LS half to FMPNT
CMP ADDCHK Is it equal to LS half of last address?
BNE PNTADV No, advance pointer
LDA FMPNT+1 Fetch MS half of FMPNT
CMP ADDCHK Is it equal to MS half of last address?
BNE PNTADV No, advance pointer
RTS Yes, return to calling program
PNTADV INY Advance index pointer
BNE FMADV N or zero, advance FROM pointer
INC TOPNT+1 Advance TO base pointer
FMADV INC FMPNT Advance LS half of FROM pointer
BNE MOVEAD Not zero, continue transfer
INC FMPNT+1 Advance MS half of FROM pointer
JMP MOVEAD Continue transfer

Multiple Precision Routines

When dealing with numerical data, it is often necessary to use
more than one eight-bit byte to represent a binary number. Since a
single byte can only represent a value from 0 to 255, one would be
quite limited in the type of calculations that could be performed.
This problem is solved by manipulating the data in several bytes as
through they were one long register or memory location: N X 8
bits long (N = number of bytes used to represent the data value).
For example, by using two bytes as though they were a single six-
teen-bit register, the decimal values from 0 to 65,535 may be rep-
resented in binary format. This form of representation is referred
to as multiple precision.

In order to perform operations that consider several bytes as
one, there must be some link to carry the effects of an operation on
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one byte over to the next. This link is the carry flag. The carry flag
indicates whether an operation on one byte of a multiple precis-
ion operation should carry over to the next byte. When the addition
of a number to a low order byte of a multiple precision value creates
an overflow, the carry flag will be set to a “1.” This will be included
in the addition of the next higher byte of a multiple precision value.
Similarly, when a subtraction requires a borrow for the MSB of a
multiple precision byte, the carry will be reset and will create a bor-
row from the LSB of the next higher byte of the multiple precision
number.

The subroutines described next perform a variety of multiple
precision operations on values stored in the memory. These opera-
tions include incrementing, decrementing, rotating left, rotating
right, and complementing a single precision value. Also, they may
be used for adding, subtracting, and comparing a pair of multiple
precision values with each other. For these routines, the multiple
precision value(s) is assumed to be stored in consecutive memory
locations with the least significant byte in the lowest address.

Incrementing a Multiple Precision Value

There are a number of different reasons why a multiple pre-
cision value may have to be incremented. it may be to (1) advance
a pointer that is stored in the memory, (2) increment an event
counter, or (3)simply add one to a binary value. For whatever
reason, the basic process consists of incrementing the least signifi-
cant byte and, if it goes to zero as a result, the next byte will be
incremented. This process ends when a byte does not go to zero,
or when the most significant byte has been incremented. The first
instruction sequence may be used to increment a double precision
value. It increments the least significant byte and, if zero, incre-
ments the second byte.

INC MEMADR Increment the LS Byte
BNE NEXT Not zero, skip next instruction
INC MEMADR+1 Increment the MS Byte

NEXT — Continue processing

The next routine increments a multiple precision value stored
in the memory. The label VALUE should be set to the first location
of the page in which the data is stored. For example, if the data is
stored on page 00, VALUE should be set equal to zero. This restricts
the subroutine to numbers stored on the designated page. However,
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